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I. Title of Project: Testing PCA as a Defense Against Adversarial Attacks on Neural 

Networks of Self-Driving Cars 

 

II. Purpose 

With the advent of neural networks into society through avenues such as handwritten 

digit recognition and spam detection, there is becoming much more of a need to ensure 

that these neural networks are robust, meaning that they are not susceptible to 

malfunctions. As these systems become increasingly prominent, some people with 

malicious intent may try to disrupt the level of performance that these systems to show 

the vulnerability of them. In some cases, such as handwritten digit recognition, this 

occurrence can seem trivial. However, in many other cases, such as classification of 

traffic signs by self-driving cars, these attacks can cause safety issues and dangerous 

consequences. The research involved finding the most popular methods attackers are 

most likely to use to attack neural networks based on classification of pictures of traffic 

signs and find if there is one method that is universally the most effective against neural 

networks. Afterwards I will test principal component analysis (PCA) as a defense against 

adversarial examples that will cause the neural network models to be more robust against 

the attacks and become vulnerable to a negligible degree, by exploring the approach and 

mindset attackers use when trying to make a neural network malfunction. I will report 

any discoveries I have made through a research article that I hope to publish in a journal 

and a presentation that details these findings. 

 

III. Background 

Machine learning is an application of artificial intelligence based around the idea that we 

should give machines access to data, train them with said data, and either to use that data 

for classification or create theoretical data on their own. This technology is becoming 

increasingly prominent in our society today, and is shown in many applications we use 

today. For example, Spotify creates a playlist of new music for users based on their 

listening tastes and preferences. This technology is used to a further extent in neural 

networks, which are essentially artificial representations of the brain configured to a 

specific application, such as pattern recognition or data classification. These networks are 

trained to classify data with accuracies near 99%. However, it could be possible for 

attackers to create devious inputs that cause these networks to malfunction. In the case of 

self-driving cars, where the vehicle drives itself and follows standard traffic rules, it is 

possible to craft an image that would appear to be a stop sign but would be classified as a 

yield sign by some neural networks. Thus, the images of road signs received by self-

driving cars can be manipulated to cause the neural network to malfunction, thus leading 

to dire consequences. 

 

IV. Prior Research 

To expose myself to machine learning, I took two courses taught by Andrew Ng, a 

Stanford Professor, about machine learning and neural networks in Coursera. Through 

this course I was exposed to various types of neural networks and algorithms used for 



machine learning, such as logistic regression and binary support vector machines.  There 

were also a handful of assignments that involved applying these algorithms to some 

datasets such as a dataset containing the crime rates of a community and the teacher-pupil 

ratio of local school. I would use these datasets and MATLAB’s neural network toolbox 

to train the computer to create data and predictions itself.  

 

After taking these classes, I sought out the many endeavors researchers have taken in the 

field. As the scope of the field is so broad, researchers have made discoveries in many 

fields, from predicting the box office opening weekend of films based on factors such as 

genre and social media conversation to predicting the chance of a patient having blood 

cancer based on iron levels and white blood cell counts. However, one question persisted 

in my mind: “How secure and robust are these neural networks?” It could be incredibly 

easy to create adversarial attacks that would cause the network to make a mistake. With a 

dearth of papers on this subject, I made it my goal to use existing neural networks for 

self-driving cars to craft adversarial images that would cause the networks to misclassify 

them and thus show how likely it is for these neural networks to malfunction. Therefore, 

in order to prepare myself for this topic, I have created image classifiers that are able to 

classify handwritten digits from 0-9 using machine learning algorithms and the MNIST 

dataset [2]. I plan on modifying and using these classifiers for this senior project. 

 

The primary technology used in self-driving cars revolves around sensors and software. 

The car is outfitted with cameras on all sides, and these cameras take images of the road 

and the car’s surroundings. Images are then uploaded to the car’s system. In terms of 

traffic light recognition, the car detects a traffic sign through the photos the cameras has 

taken and extracts an image of the traffic sign. This image is then run through a classifier 

and based on the results the car responds accordingly.  

 

There has been quite a bit of research done on the different methods attackers can use on 

a neural network, and as a result there are four common methods attackers use against a 

neural network. Some may believe that in order to cause neural networks to malfunction, 

one must know the architecture and weights of the network. However, Nicholas Papernot 

of Carnegie Mellon University has proven that adversarial examples that affect one 

model often affect another model, even if the two models have different architectures or 

were trained on different training sets, so long as both models were trained to perform the 

same task [3]. With this knowledge, I can create a substitute model of the network, and 

craft adversarial attacks against the substitute and transfer them to a victim model. 

In order to investigate the effectiveness of the approach attackers use against neural 

networks, Masha Itkina and others at Stanford University had composed a set of three 

neural networks that were selected as an oracle of comparison [4]. Due to the simplicity 

of implementation and Papernot’s usage of the models, they chose logistic regression 

(LR), support vector machine (SVM), and k-nearest neighbors (kNN). However, these 

three algorithms are quite rudimentary and it is likely that companies may not use these 

algorithms for self-driving cars. Therefore, I will take an approach that Evan Liu and 

Brendan Go took at Stanford, which was to take a rudimentary algorithm, the k-nearest 

neighbors, a highly complex convolutional neural network (CNN) with four layers, and 

an ensemble network that combines the kNN and CNN algorithms together, which would 



allow me to encompass the three types of algorithms that exist in machine learning: the 

ensemble, the binary classifier, and the deep learning network [5]. 

 

In terms of implementing a defense against adversarial attacks outside the realm of self0-

driving cars, many researchers have created defense for specific formulas that attackers 

use on neural networks, such as adversarial training, a brute force solution that simply 

generates a lot of adversarial examples and explicitly trains the model not be fooled by 

each of them. In terms of a universal defense, defensive distillation was a popular method 

introduced by Nicholas Papernot which removes the probability aspect of a machine’s 

classification [6]. For example, if the model’s output is “99.9% airplane, 0.1% cat”, then 

a little tiny change to the input gives a little tiny change to the output, and the gradient 

tells us which changes will increase the probability of the “cat” class. If we run the model 

in a mode where the output is just “airplane”, then a little tiny change to the input will not 

change the output at all, and the gradient does not tell us anything. Therefore, there are 

fewer clues for attackers to push the gradient so that it increases the probability of the 

“cat” class. However, the model hasn’t become more robust because the probability 

aspect of the output was removed; the attacker just now has fewer clues to figure out 

where the holes in the models defense are, making less of a defense and more of an 

optical illusion, as it is entirely possible that the attacker can guess correctly where holes 

in the network are, so hiding the probability will be trivial.  

It is so difficult to defend against adversarial attacks as it is difficult to construct a 

theoretical and generic model of the adversarial example crafting process, as the formulas 

for creating adversarial attacks are so different. As there is no generic model for the 

crafting process, it is incredibly difficult to have a universal defense.  

 

However, for this project I will be testing if principal component analysis is a suitable 

defense against adversarial attacks. Essentially, principal component analysis (PCA) is a 

statistical procedure that transforms a number of correlated variables into a smaller 

number of uncorrelated variables called principal components, or eigenvectors [4]. Thus, 

any extraneous components of a dataset are removed to create a more streamlined 

version.  

 

V. Significance 

Neural networks are starting to become an integral part of our lives, with so many 

computer functions becoming heavily reliant on using them, with music streaming 

services providing recommendations for new music and predicting the trajectory of a 

NBA player’s career based on raw data. There are so many papers focused on applying 

machine learning to countless fields, but there are so few papers focused on the 

vulnerability of neural networks, so I plan to bring the relatively fresh perspective of a 

hacker to the field of machine learning. It is of utmost importance that researchers make 

sure that these systems are incredibly robust, as vulnerability in the networks can cause 

major consequences, especially in the field of self-driving cars. Furthermore, because of 

the universality of machine learning, the findings we may discover can apply to other 

fields, such as the entertainment business for box office findings or the more serious, 

medical field where neural networks classify whether a tumor is malignant or benign. 

 



Every strategy that researchers have tested so far fails because it is not adaptive. There 

are only specific defenses for specific kinds of attacks, so there are vulnerabilities still 

open to an attacker who knows about the defense being used. Designing a defense that 

can protect against a powerful, adaptive attacker is an important research area, one that 

many researchers are trying to solve. With this project, we hope to learn that PCA makes 

networks more robust against most, if not all, types of attacks. If we find that it does, we 

will share our findings with other researchers in machine learning by creating a paper that 

reports these findings and provides an explanation for why our proposed solution works, 

which can hopefully help others find a universal defense. 

 

VI. Schedule of the On-Site Experience 

My mentor is a professor at computer science at Stanford University who specializes in 

carbon nanotube computers. Even though he is not an expert in machine learning, he has 

said that his knowledge in machine learning is enough for him to help me on this project. 

The on-site experience will be held at Stanford where my mentor will be guiding me on 

this project and allow me access to the computer lab, where I will be conducting most of 

my tests as my machine is extremely slow.  

 

Before my mentor and I officially begin the on-site experience, there must be some 

preparations made for me to continue with the project. I must first understand the 

mathematics behind the algorithms used in machine learning, primarily the topics on 

Jacobian numbers and linear algebra, and be wholly comfortable with coding in Python 

and Tensorflow. 

 

In the first phase of the project, we will look into two neural networks that already exist 

and are trained on the German Traffic Sign dataset (GTSRB) to act as an oracle of 

comparison. One will be based on a simple classifier model called logistic regression, and 

the other will be a more complex convolutional neural network Then to craft adversarial 

attacks, I will create substitute models in the vein of the three black-box models which 

would then be slightly modified with three formulas: the fast sign gradient method, the 

Papernot method, and the Deepfool method. These formulas will be used to generate 

adversarial examples. I then will feed these adversarial samples into the neural network 

and measure the new accuracies of the original models. I expect to see a decrease in the 

classification rate of three black-box models used as an oracle for comparison, and I will 

check if there is one attack that is rendered the most effective against the set of three 

black-box models. If there is one attack that is rendered the most effective, we will then 

try to brainstorm or read literature as to why that attack was the most successful.   

 

In the second phase of the project, we will then test principal component analysis (PCA) 

as a defense against these adversarial attacks and see if it renders these attacks as 

completely useless. The way we will do so is by running the dataset of images through 

this formula, which will streamline each of the images to its principal components. Then 

the neural networks will undergo the same testing process as done through the first phase 

of the project. After finishing the process, I will compare the decreases in classification 

rate for both phases and I expect that the second phase’s decrease will be lower than the 

first phase’s, if not completely zero. 



 

 

 

VII. Problems 

Machine learning comes with highly complex math, some of which I have not learned 

yet, notably Jacobian matrices, linear algebra and the mathematics of the formulas used 

for adversarial attacks. However, in Python and Tensorflow methods have been created 

that contain the formulas for these adversarial attacks that I could use to create the 

substitute models for adversarial attacks. However, I am sure that I will eventually be 

able to understand the architecture of these formulas through the help of experts in the 

field who could help me learn the math necessary for these formulas. Also, because the 

project will begin in February, we may not have enough time to implement a universal 

defense that decreases the misclassification rate of all neural networks, but we simply 

must do as much research and trials as possible in the time that we have. If we are unable 

to implement a solution, I could report my findings on ideas that I tried to have 

implemented and how they did not work, and possibly finding reasons of why they did 

not work. 
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